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Abstract

With the rapid development of large language models (LLMs), efficient attention mechanisms have become a key solution to
addressing computational, memory, and bandwidth bottlenecks in Transformer-based architectures. Although efficient
attention mechanisms have been widely applied in text modeling, their use in automatic speech recognition (ASR) has not been
extensively studied. This study provides a systematic review of efficient attention mechanisms in LLMs and proposes a task-
oriented classification framework covering training and inference acceleration, memory optimization, and long-context support.
Based on this classification, we analyze the similarities between LLMs and ASR models and explore the feasibility of cross-
modal transfer of efficient attention mechanisms. Additionally, we identify key challenges in transferring efficient attention
mechanisms from LLMs to ASR models. By transferring efficient attention mechanisms from LLMs to ASR models, this
review provides a conceptual foundation and practical insights for developing effective attention mechanisms that support low-
latency, scalable, and accurate speech recognition.
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1. Introduction

Since the introduction of the Transformer architecture [, attention mechanisms have gradually become irreplaceable in
artificial intelligence because they establish a dynamic and flexible mapping between the encoder and the decoder. Based on
Transformer and its optimizations, researchers have been achieving significant progress in machine translation %!, language
modeling B, code generation [, and speech recognition 1.

However, as sequence length grows, computational overhead, memory usage, and bandwidth constraints remain persistent
bottlenecks in current models. To address these challenges, researchers have proposed various efficient attention mechanisms
in LLMs, which significantly improve the efficiency of long-context modeling. Several systematic surveys have reviewed
efficient attention mechanisms. Ansar et al. [¥ review efficiency improvements of Transformer attention across the entire NLP
model lifecycle, Miao et al. [ classify efficient attention methods based on how they reduce complexity, and Hosseinzadeh et
al. ¥ present a comprehensive overview of attention variants in Transformer architectures. Nevertheless, the available surveys
remain limited in two key respects: first, they do not cover the most recent implementations, such as FlashAttention !, Native
Sparse Attention (NSA) [, and MoBA ']; second, they lack a task-oriented framework that systematically groups efficient
attention mechanisms based on the specific challenges they address in computation, memory, or bandwidth. Therefore, there
is a need for a new taxonomy that incorporates these latest developments.

Similar to LLMs in long-text generation tasks, automatic speech recognition (ASR) models also encounter significant
challenges as the sequence length increases. Current famous attention mechanisms in ASR models, such as Whisper ['?] and
Conformer 3, still rely primarily on full attention or lightweight variants, which are less effective in addressing long-sequence
bottlenecks compared to the efficient attention mechanisms developed for LLMs. Given the structural similarities between
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LLMs and ASR models ['¥], transferring existing efficient attention mechanisms from LLMs to ASR models presents both
significant engineering value and research potential.

2. Survey Methodology

I searched relevant literature in IEEE Xplore, ACM Digital Library, ACL Anthology, Elsevier, Web of Science, and arXiv,
and also used Google Scholar and Semantic Scholar to trace citations. The literature reviewed in this study spans from 2017,
when the Transformer architecture was first introduced in Attention Is All You Need [, to 2025. Documents were filtered
using keywords such as “Attention Mechanism,” “Long-context Language Model,” “Automatic Speech Recognition,”
“Transformer,” along with specific method names like “FlashAttention,” “NSA,” and others. I mainly included papers
published in peer-reviewed conferences such as NeurIPS, ICLR, ACL, AAAI, IJCAI, ICASSP, and Interspeech, and journal
articles from publishers like Elsevier and Springer. High impact arXiv preprints were included. The selection process is
illustrated in Figure 1 (PRISMA flow diagram). A total of 96 records were identified, 15 duplicates were removed, and 29
were excluded during screening. Finally, 52 studies were included in the review.
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Figure 1. PRISMA flow diagram of the study selection process
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3. Attention Mechanisms in LLMs
3.1 Overview of Attention Mechanisms in LLMs

The original attention mechanism from the Transformer ™ has a time complexity of O(n2d) , since calculating the attention
scores involves multiplying the query and key matrices of length n and dimension d ['). Despite its quadratic cost, the attention
mechanism is an indispensable part of state-of-the-art LLMs (e.g., GPT-4). To conquer these quadratic costs that grow rapidly
with the increase of sequence length n, researchers have proposed numerous optimization strategies to overcome the
inefficiency in long-sequence modeling. These variants are commonly referred to as “efficient Transformers” ['%], Inspired by
this terminology, this work uses the term “efficient attention mechanisms” to describe the improved attention that achieves
improvements over the standard O(n?) self-attention in terms of time complexity, space complexity, and hardware execution
efficiency.

Figure 2 illustrates the evolution of efficient attention mechanisms. The initiation of efficient attention mechanisms occurred
from 2017 to 2018, when researchers explored structured and low-rank variants of attention ['”!. But the field of efficient
attention mechanisms rapidly developed after the introduction of sparse transformers ['®]. This milestone triggered a surge of
subsequent methods in 2020. The term “X-formers” has often been popularly used to denote various Transformer variants
during this period *?%, such as Longformer >!1 and Reformer ?21. This was followed by a systematization stage, characterized
by the development of linear-time models such as Performer 3 and Nystromformer 4. Recently, hardware optimization
implementations such as FlashAttention ) and NSA !9 represent the latest stage of this evolution.

Origin Foundational Expansion (2020) Systematization (2021-2022) Hardware Optimization
(2017-2018) (2019) (2023-2025)
Structured Sparse Longformer Reformer Performer Nystrémformer| | FlashAttention Native
Attention Transformer Sparse
Networks Attention

2017 l [ 2019 l ’ 2020 ] [ 2020 ‘ I 2021 l | 2021 l I 2023 l ’ 2025 |

| TC = 0(nvn) [ I TC = 0(n) l l TC= O(nlogn)\ I TC = 0(n) l | TC = 0(n) | I TC = 0(n"2) l | 1C= O(n) |
| SC = 0(nvVn) l | SC= O(n) l I SC = O(nlogn) I | SC = 0(n) | | SC = 0(n) | | SC =0(n) l ’ SC =0(n) |

Figure 2. Progression of efficient attention mechanisms with representative examples (From 2017 to 2025). TC = Time Complexity, SC =
Space Complexity.

3.2 Optimization of LLMs through Efficient Attention Mechanisms

Recent efficient attention mechanisms not only improve time complexity, but also significantly reduce space complexity 2> 26
271, Therefore, LLMs can better cope with the quadratic growth issue. As a result, they are able to process long contexts more
effectively, respond with lower latency, and remain deployable under constrained computational resources. A number of
optimization strategies have been developed to accelerate attention computation in LLMs. For instance, some methods improve
training inference speed, while others focus on lowering memory overhead to enable longer sequence inputs. Sun et al. [
classify the advances of efficient attention mechanisms along algorithmic innovation and hardware-aware implementation
dimensions. The popular efficient attention mechanisms have obviously been enhancing the scalability and deployability of
LLMs.
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3.3 Taxonomy of Efficient Attention Mechanisms in LL.Ms

Efficient attention mechanisms have been proposed with distinct design goals and optimization focuses [7l. They were created
to address three major efficiency challenges in sequence modeling: computational overhead [, memory usage ), and
bandwidth constraints .. To clearly distinguish the specific role of each mechanism and to enable a systematic analysis of
their potential adaptation from LLMs to ASR models, this study proposes a task-oriented categorization. Specifically, efficient
attention mechanisms are grouped into three categories, including Training and Inference Acceleration, Memory Optimization,
and Long-Context Support. Table 1 summarizes representative efficient attention mechanisms according to this categorization.

Table 1. Taxonomy of Efficient Attention Mechanisms in LLMs (Task-Oriented Categorization)

Name Year Institution(s) Key Features

Training and Inference Acceleration

Linformer 2020  Facebook Al Low-rank projection, linear time complexity

Performer 2021  Google FAVOR+ kernel, linear attention

FlashAttention 2022  Stanford University 10-aware CUDA kernel, memory-efficient exact
attention

UniForm 2024  Nota Inc. Reuse-based attention mechanism, efficient for
resource-constrained deployment

Native Sparse Attention 2025  DeepSeek-Al Hardware-aligned sparse attention, fully exploits

(NSA) GPU hardware characteristics

Memory Optimization

H0 2023 University of Texas at Austin Heavy-Hitter Oracle to reduce redundant KV
cache operations

PagedAttention 2023  UC Berkeley Paginated KV cache management

Retentive Network 2023  Microsoft Research Retention mechanism, linear time and space
complexity

StreamingLLM 2024  Massachusetts Institute of Technology ~ Attention sinks with sliding-window KV cache,

efficient streaming inference

Long-Context Support

Transformers-XL 2019  Carnegie Mellon University, Google Recurrence mechanism, extends context length
Brain beyond fixed windows

Longformer 2020  Allen Institute for Al Sliding-window attention with global tokens,
linear complexity

BigBird 2020  Google Research Sparse attention with random, sliding window,
and global tokens

Reformer 2020  UC Berkeley, Google Research Locality-sensitive hashing attention, reversible
layers

Nystromformer 2021  University of Wisconsin—Madison Nystrém approximation, linear complexity

RWKV 2023  Generative Al Commons, EleutherAl Hybrid RNN-Transformer architecture

LongNet 2023  Microsoft Research Dilated attention, supports million-token
contexts

MoBA 2025  Moonshot Al Mixture-of-block attention mechanism

3.3.1 Training and Inference Acceleration
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During training and inference, traditional LLMs often face the risk of computation overload and inefficient execution on
hardware. The motivation of this type of efficient attention mechanism is to reduce latency and improve throughput, enabling
the model to complete training and deployment within a feasible time and resource budget. This category mainly optimizes the
LLMs at the computation level and execution level.

At the computational level, the core objective is to reduce arithmetic complexity by replacing the quadratic complexity of the
standard attention mechanism B%. This category leverages low-rank projections or kernel-based approximations to reduce the
quadratic complexity of standard attention, transforming the attention computation into a more efficient form. A representative
approach in the low-rank projection is Linformer ', It reduces the standard n X n attention matrix to n X k (where k « n)
through projection, thereby reducing the computational complexity from O(n?) to O(n). As for kernel-based approximations,
Performer [?*! has emerged as one of the most widely adopted efficient attention mechanisms.. It avoids explicitly calculating
all pairwise interactions between tokens by approximating the SoftMax kernel. Additionally, some efficient attention
mechanisms in this category simplify intermediate steps and reusing shared results to redundant computations can be
eliminated, such as UniForm B2, It can process long documents more stable, and is more robust than the single sparse mode.

At the execution level, this category emphasizes the redesign of attention implementations to align more effectively with GPU
hardware characteristics. Typical optimization strategies include the refinement of kernel design and the reorganization of
memory access patterns. A typical example is FlashAttention !, which adopts an 10-aware kernel design that minimizes
expensive Memory read and write operations. It is widely used in practical LLM inference acceleration (such as GPT-4).
Certain efficient attention mechanisms integrate algorithmic sparsity with hardware-aware designs, thereby enhancing
computational throughput and reducing latency. Native Sparse Attention [ is one of the hardware-friendly sparse attention
mechanisms that directly implements an efficient sparse computing model on the GPU. It avoids the performance loss of
traditional sparse operations while maintaining the efficiency of sparse mode.

3.3.2  Memory Optimization

LLMs must store large key-value (KV) caches across long sequences. But the storage leads to excessive GPU memory
consumption and stalls. This category is therefore to reduce memory usage while maintaining model fidelity. It focuses on
enhancing LLM efficiency through optimizations at both the computational and execution levels.

At the computational level, this categorization mainly focuses on reducing the size of the Key-Value cache of historical tokens
through compression or pruning. Through eliminating redundancy, historical information is represented in a more compact
way, which will significantly reduce memory growth without significantly reducing accuracy. For instance, H20 B33 focuses
on KV cache compression by identifying and retaining the token status of heavy hitters and discarding redundant KV pairs.

At the execution level, this kind of efficient attention mechanism primarily focuses on reorganizing the storage and access
patterns of the cache. To mitigate the overhead of excessive memory, this category divides memory into smaller and more
manageable segments. For example, PagedAttention 1 proposes paginated KV cache management, which divides the cache
into page units and flexibly schedules between memory and video memory. In addition, it reuses the stored key-value (KV)
cache across decoding steps to minimize redundant memory allocation. Representative examples include the Retentive
Network (RetNet) B4 and StreamingLLM [*31. RetNet presents a retention mechanism. During inference, it does not create a
complete KV cache at every step, but instead continuously updates and reuses the existing state through recursion. Similarly,
StreamingLLLM does not store the entire history of KV in long sequence inference, but only retains the necessary parts and
repeatedly uses these caches during decoding.

3.3.3  Long-Context Support

Conventional LLMs suffer from high I/O overhead, bandwidth saturation, and frequent information loss when processing long
sequences. This challenge is commonly referred to as bandwidth limitation. Consequently, this category aims to extend the
context length in LLMs while maintaining model efficiency and accuracy. It mainly emphasizes optimization at the structural
level.

Improvements primarily focus on revising the attention mechanism itself at the structural level. This category employs sparse
or local attention to restrict computational range by limiting it to selected windows or token sets while maintaining local

52


https://www.zotero.org/google-docs/?tqnUTr
https://www.zotero.org/google-docs/?Hqdm5o
https://www.zotero.org/google-docs/?addyz2
https://www.zotero.org/google-docs/?CjSM4X
https://www.zotero.org/google-docs/?KJh25P
https://www.zotero.org/google-docs/?Au6HB3
https://www.zotero.org/google-docs/?L0A3uD
https://www.zotero.org/google-docs/?l8ZpEK
https://www.zotero.org/google-docs/?K1HX1C
https://www.zotero.org/google-docs/?qLikWc

VOLUME: 01 ISSUE: 03 Journal of Cloud Computing and Data Analytics

consistency. It has two well-known examples: Longformer 2! and BigBird [*¢). Longformer proposes sparse local attention,
where each token attends to a sliding window of neighboring tokens. This reduces the complexity from O(n?) to O(n-w), where
w is the window size. BigBird employs a sparse attention model with the combination of local windows, random tokens, and
global tokens. In theory, it guarantees the universal approximation and Turing completeness of the Transformer on sparse
graphs. In addition to sparse and local attention, locally sensitive hashing (LSH) attention offers another approach to improve
efficiency. By applying a hash-based partitioning scheme, tokens with similar representations are grouped together, and
attention is computed within each group. Reformer 122! is based on LSH approximate attention and reversible residual networks,
which reduces the attention calculation complexity from O(n?) to O(nlogn). Moreover, part of efficient attention mechanisms
in this category divides the input into manageable blocks and compressed states through forward propagation. So that LLMs
can expand contextual coverage without incurring the full quadratic cost. Transformer-XL 7! exemplifies this approach by
introducing segment-level recurrence. It improves long-term dependency modeling capabilities, breaking through fixed context
windows. Another structural approach to improving LLMs is the implementation of new architecture, which has become
increasingly common in recent research. Typical examples include Nystrémformer 24, which uses the Nystrém approach to
reduce dimensions to a low-rank matrix approximation to achieve efficient global attention; RWKV 381 a hybrid recurrent-
transformer architecture of RNN and Transformer that supports linear-time decoding with constant memory consumption;
LongNet %1, which extends the attention mechanism to a context of millions of tokens through dilated attention; and MoBA
(111, which introduces block-level attention mechanisms aligned with hardware.

4. Attention Mechanisms in ASR Models
4.1 Overview of Attention Mechanisms in ASR Models

Pioneer mainstream ASR models used RNN-based attention, but with the introduction of Transformers [, ASR models
transitioned to Transformer-based attention. In recent years, researchers have proposed numerous attention mechanisms aimed
at different challenges in ASR models.

Traditional global attention requires the complete input sequence, resulting in high latency. Google Brain introduced
Monotonic Chunkwise Attention (MoChA) 4% to address this problem. However, MoChA is less effective for long recordings.
It will lead to a decline in the accuracy of ASR models and result in error accumulation. To better perform in long recording s
of speech recognition, Emformer ') mentions memory blocks to enable the model to balance low latency and accuracy. On
the LibriSpeech and Switchboard datasets, Emformer is 4.6 times faster than the standard Transformer in training speed, with
an 18% reduction in real-time factor and higher recognition accuracy. Recent work also introduced ChunkFormer 4!, which
incorporates masked chunking attention to achieve accurate transcription while maintaining low latency. Although it is the
newest attention in ASR, it has great research potential.

Compared to ChunkFormer, Conformer ['3] has gained wider application in long-context speech recognition and has now
become the core technology of many ASR systems at companies such as Google, Microsoft, and Meta. It combines the
advantages of CNN, which is excellent at capturing local sequence patterns, with the strength of Transformer, which is highly
effective at modeling long-range dependencies. Therefore, Conformer effectively resolves the contradiction between local
features and global dependencies in ASR.

Speech signals often contain irrelevant audio, such as silence, ambient noise, and laughs, which interfere with recognition.
Weak-attention Suppression 31 has been proposed as an effective mechanism that helps to improve the robustness of ASR
models. By weakening attention scores that are too low or unreliable, it reduces the model’s sensitivity to noise, so the
recognition efficiency improves.

Building on solving the problem of irrelevant audio, Whisper ['? has become one of the most influential attention-based ASR
models. Not only that, but it is also a multilingual, multi-task, general-purpose ASR system that breaks through the limitations
of traditional ASR models in low-resource languages, cross-language transfer, and robustness. Using 680,000 hours of large-
scale weakly supervised data, it has become the most widely used open-source ASR model currently.

4.2 Limitations of Attention Mechanisms in ASR Models
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Although contemporary attention mechanisms have significantly advanced ASR models, their current implementations still
face some limitations. Most ASR models still rely on full attention mechanisms, whose computational complexity grows
quadratically with input length 4. As audio sequence lengths increase, standard attention mechanisms are constrained by
limited context windows and excessive memory consumption. Compared to efficient attention mechanisms in LLMs, ASR
models consume significantly more computational resources. The heavy computation of self-attention can introduce significant
inference latency. Similar to LLMs, efficient training acceleration is required for ASR models. Furthermore, during long-form
transcription or streaming recognition processes, the key-value cache storage space of ASR models grows linearly with
sequence length, further exacerbating memory bottlenecks. Although researchers have proposed some solutions to optimize
ASR, such as parameter sharing ™3, these solutions suffer from performance degradation. Such approaches cannot
fundamentally resolve the limitations of ASR systems, since reliance on full-attention structures inherently constrains
scalability and efficiency.

5. Discussion
5.1 Potential and Feasibility of Transfer from LLMs to ASR Models

Both LLMs and ASR models are sequence-to-sequence tasks, and the core challenges of their attention mechanisms are
consistent. ASR models aim to map speech signals to text sequences [“°1, where the output consists of tokens. This is closely
related to LLMs essentially, which also model token sequences through attention mechanisms and capture their contextual
dependencies. Existing research using knowledge distillation demonstrates that ASR models can effectively utilize the text-
only data for pretraining ™7, proving that cross-modal knowledge transfer from LLMs is feasible. On this basis, it is reasonable
to transfer efficient attention, as part of LLM optimization, to ASR models. Since both LLMs [l and ASR models ! are
commonly built on the Transformer encoder—decoder architecture, Transformer serves as their shared foundation. Kheddar et
al. 8 pointed out that Transformer-based models can adapt to specific datasets or acoustic domains, thereby enhancing ASR
performance. In practice, pre-trained language models have been integrated into ASR models, such as BERT ™1, Based on this
precedent, efficient attention mechanisms, originally developed to address the computational and memory bottlenecks of
Transformer models (including BERT), are also well suited for application in ASR models. In addition, efficient attention
mechanisms themselves have also demonstrated transfer potential. The authors of Emformer “!! explicitly mention that its
design inspiration comes from Transformer-XL 7], whose recursive memory mechanism makes it highly suitable for streaming
ASR. Similarly, the authors of ChunkFormer % state that their work was inspired by Longformer’s local/sliding-window
attention 217,

According to the task-oriented taxonomy of efficient attention mechanisms, each category can provide specific benefits to ASR
systems by addressing their distinct limitations.

Training and Inference Acceleration enables faster and more efficient attention on GPUs. Since many applications of ASR
models require real-time performance, such as subtitles, voice assistants, and simultaneous interpretation, ASR models actually
have higher speed requirements than LLMs. Therefore, optimizations through this category's efficient attention mechanisms
are essential. These optimizations can ensure the speed of ASR, significantly reduce latency, and computational resources.
FlashAttention’s IO-aware kernel ! can improve upon the standard attention kernel by reducing memory read/write overhead.
FlashAttention can serve as one of the inference optimization solutions for the decoder since it is most sensitive at the decoder.
Because it decodes token by token, latency optimization is most noticeable here. Linformer P!, Performer (>, and UniForm
1321, which are designed to reduce arithmetic complexity, are particularly suitable for alleviating the computational burden of
the encoder component in ASR models. NSA 1% can be used in sparse mode to adapt to GPU parallel computing, thereby
accelerating training/inference efficiency.

Memory Optimization primarily targets KV caches in streaming ASR as speech length increases. This type of efficient
attention mechanism can effectively reduce memory consumption, enabling real-time transcription on low-resource hardware
(e.g. mobile/embedded devices). Diverting H20 33 can delete KV caches corresponding to irrelevant audio. PagedAttention
(2] enables page-based cache management to mitigate cache inflation in streaming ASR. Retentive Network (RetNet) 34 and
StreamingLLM B reuse the stored KV cache to reduce redundant computation for ASR models.
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Long-Context Support can better handle long recordings and avoid forgetting previous content during transcription.
Migrating to Longformer/BigBird [*¢/Reformer 1?2 can solve the computational explosion of the encoder under long voice
input. Transformer-XL, which has inspired many ASR attention mechanisms, can introduce a recursive memory mechanism
to improve the encoder's long-context modeling and avoid redundant calculations. The new architectures such as
Nystromformer 24, RWKV B8 LongNet %], and MoBA ['!], also demonstrate strong potential for ASR, since they are designed
to enhance long-context modeling and can thus help address the challenges of long-form speech recognition.

5.2 Future Directions

Although these efficient attention mechanisms have proven to be effective in text-only settings, their performance in the audio
modality still requires further exploration. Efficient attention mechanisms were originally designed for discrete token
sequences. However, speech input consists of highly correlated and noisy continuous frames. Existing speech recognition
models still have difficulties fully utilizing text-centric attention mechanisms when directly applying efficient attention
mechanisms. Therefore, future research needs to adapt efficient attention mechanisms to the continuous spectral and temporal
characteristics of speech.

Certain efficient attention methods can only work when the whole input is available, which makes them unsuitable for
streaming ASR, where low latency is essential. Future research should explore streaming-friendly adaptations of efficient
attention, such as monotonic or chunk-based designs [!1,

In addition, ASR suffers from data scarcity, since speech resources are limited. Although knowledge distillation can be used
to pre-train ASR models, a large amount of data is still required to avoid overfitting 2. The robustness of acoustic—text
alignment must also be ensured. Therefore, it is crucial to revisit regularization strategies (e.g., data augmentation, parameter
sharing, head dropout) and develop attention mechanisms that stabilize acoustic—text alignment while avoiding overfitting on
limited data.

While block-based attention mechanisms (e.g., Transformer-XL, Reformer) can balance efficiency and recognition quality,
designing an efficient attention mechanism that supports ultra-long speech inputs (e.g., ten times the training length) without
sacrificing latency or accuracy remains an unsolved problem.

6. Conclusion

This work reviews efficient attention mechanisms in LLMs through a task-oriented classification and discusses their potential
use in ASR. However, this study has also identified key research gaps. Efficient attention mechanisms were designed for
discrete token sequences, which makes it difficult to apply them directly to continuous and noisy acoustic signals. Issues such
as robust acoustic-text alignment, data scarcity in speech corpora, and streaming processing adaptation require further
investigation. Overall, this review contributes by bridging research on efficient attention mechanisms in LLMs with emerging
needs in the ASR models. I hope this work provides a conceptual foundation and practical insights for future research aimed
at designing attention mechanisms for ASR models with low latency, high accuracy, and scalability.
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